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Abstract 
Activity recognition in smart home environments is a 
crucial step towards fully autonomous assistance and 
health monitoring. Due to the high variance in house 
configurations and sensor placements, it is important to 
collect and label sample sensor data that will be used to 
train a learning algorithm. Ground-truth activity labels 
must therefore be provided in some manner for this 
sample data. The abundance of sensor data makes it 
infeasible to label all of the data, and active learning 
can be used to intelligently pick the most informative 
data to be labeled. In this paper, we describe several 
active learning methods that we designed and 
implemented for their applicability to the activity 
recognition task. We evaluate the methods using the 
CASAS smart home sensor data and present a crowd-
sourcing application for annotation. 
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Introduction 
The World Health Organization states that by 2050, 
about 400 million people will reach 80 years old. At that 
age about one in six persons develop dementia. 
Currently, about one in five care home residents have 
significant memory problems [1]. 

Smart homes are becoming more prevalent in providing 
assistance and health monitoring for inhabitants. 
Complex activity recognition becomes a main challenge 
in such homes. No information about the resident 
activities is usually provided, as it is undesirable to 
request that residents label the data themselves. The 
burden of labeling sensor data with the corresponding 
activity names is placed on annotators, often at 
locations far away from the actual smart home. These 
people have to make judgments about what activity is 
performed by just observing the sensor readings. The 
sheer burden on human annotators necessitates 
selecting data points to label that will be the most 
beneficial for the learning algorithm. 

Active learning has the goal of picking the most useful 
data points for which labels will be requested. Active 
learning thus consists of two components: selecting 
data points for which an oracle will provide the 
corresponding label and training a classifier from the 
labeled data points. In this work we design approaches 
to active activity recognition and evaluate our 
approaches using the CASAS smart home project 
sensor data [2]. Annotating activities in this setting 
does not require experts and any person with some 
training can perform the task. In this work, two active 
learning methods, namely, Expected Entropy and 
Query-by-Committee were evaluated for this task. 

Related Work 
Active learning is a relatively young field with a wide 
variety of applications ranging from bioinformatics to 
image labeling. It is most commonly used in the 
settings where a large amount of data is present with 
few or no labels. The main goal of an active learning 
algorithm is to intelligently sample unlabeled data 
points for labeling by an expert. These data points must 
be informative so that they will be beneficial for a given 
supervised or semi-supervised learning method. That 
is, we hope that the method will result in the desired 
classifier performance with the fewest number of 
labeled training data points. 

There are a number of machine learning models which, 
after training on labeled data set, can explicitly or 
implicitly reveal decision boundaries between classes. 
The intuition that data points close to these decision 
boundaries can be informative is widely used in the 
active learning literature in various contexts. Methods 
of selecting the samples which are important to label 
differ, but traditionally variants of query by committee 
and uncertainty sampling are used (see, e.g., [3] for a 
detailed overview of the methods). 

Unlike most of the research on active learning, this 
project is geared specifically towards the smart home 
environment. Many earlier works focus on binary 
classification as multi-class classification presents 
additional complexity to the task. Additionally, data 
sets used in those works are usually of a small size. 
Since the ground truth used for verification of the 
methods is often obtained from the inhabitants directly 
(see e.g., [6]), such data sets are bound to be less 
noisy, unlike the data used in our research. Also, 
labeling may not be provided in a careful manner as 

Query by committee 
The method of query by 
committee, which selects a 
data point based on 
disagreement of competing 
classifiers, is introduced by 
Seung et al. [4]. To score 
individual data points, 
Kullback-Leibler divergence 
or Entropy measure are 
typically applied to measure 
the disagreement. In the 
present work, a committee 
based on individual trees of a 
random forest classifier [5] is 
tested on the smart home 
data.  
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evident by crowd-sourcing services such as Amazon 
Mechanical Turk (www.mturk.com). 

This project contributes to the field by investigating the 
applicability and practical challenges of two active 
learning methods with multi-label data captured from 
smart homes with a significant number of sensors. 
Additionally, we present a novel cumulative differential 
accuracy progression depiction method which may be 
of benefit for analyzing active learning techniques and 
present a crowd-sourcing application.  

The Data  
The data used for this project was collected from one of 
several volunteer homes participating in the CASAS 
smart home project. Information from sensors installed 
in the participant home is continuously recorded and 
available in the Date - Time– Sensor ID – Value format. 

The Kyoto1 dataset, freely available from the CASAS 
project website (ailab.wsu.edu/casas) was used. This 
dataset consists of 120 samples, containing sensor 
activation data from one of the houses. The data was 
pre-segmented by the task type. The following sensor 
activation information was available: motion, item, 
water, phone and burner with mixed discrete and 
continuous values. Activation information of 40 total 
sensors is present in the dataset. 

A total of 5 tasks, or ADL (Activities of Daily Living) 
were present that matched each of the following five 
activities: Make Phone Call, Wash Hands, Cook, Eat, 
and Clean. This information was provided by a human 
annotator who observed the sensor activity, and was 
not part of the raw data available from the smart 
home. 

A second dataset used in this work, Bosch1, is similar 
in nature to Kyoto1, although it is noisier and not pre-
segmented. It contains activation information for a total 
of 11 tasks: Meal Preparation, Bathing, Entering Home, 
Housekeeping, Personal Hygiene, Sleeping (not in bed), 
Sleeping (in bed), Taking Medicine, Leaving home, 
Eating and Bed to Toilet transition. It consists of slightly 
over a half million activations from 32 motion, door, 
and device sensors.  

Methodology 
To create a data set from a sensor activation sequence, 
sensor activation counts for each sensor were collected. 
A window size of 20 consecutive sensor events is 
moved over the smart home data and comprises a 
single data point. The window size is based on number 
of events because we use discrete event sensors and 
this size has yielded consistent results for our activity 
recognition algorithms. Each data point is represented 
by a feature vector containing the sensor counts within 
the corresponding window. The activity corresponding 
to the last sensor event in the window is used as a label 
for the data point. The data was randomly split into 
30%/70% Test and Unlabeled sets. Orange machine-
learning tools [7] were extensively used in this project. 

The pool-based active learning scenario was employed 
throughout this paper. The pool is a set of unlabeled 
data points that the active learner can access at any 
time. While we vary the sample selection method, the 
choice of classifier used to learn the activity models 
from the selected data points may be fixed. Unless 
otherwise specified, the same classifier is used for 
evaluating performance on selected data points as is 
used as an underlying classifier of the active learning 
sample selection method. We compare the performance 
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of alternative selection methods by inspecting the 
resulting learning curves, which plot the recognition 
accuracy as a function of the number of labeled training 
data points that are provided. We also consider several 
underlying classifier algorithms to observe the impact 
of this choice on the active learning algorithm. 

Expected entropy 
The first active activity recognition method we consider 
is expected entropy [8]. Expected entropy chooses 
points to label on the basis of the highest information 
gain that is expected to result from the selection of a 
data point from an unlabeled data pool, irrespective of 
the label that will be assigned to the data point. One of 
the reasons for choosing this method was due to its 
ability to generalize over diverse underlying classifiers. 
The basis for selecting the data point x is the 
formulation shown in Equation 1, where,  (t) is a set of 
labeled points at time t. Similarly, U represents the set 
of unlabeled points and H calculates the entropy of the 
set of data. 

  (1)  

The second term in Equation 1 cannot be directly 
computed due to unavailability of the labels for the 
potential data points. As a result, expected entropy is 
used to estimate the corresponding value. The data 
point that minimizes the expected entropy, as 
calculated in Equation 2, is the one selected for labeling 
by the active learner. In this equation L is the number 
of possible labels (tasks), and Y is the label for the data 
point x. 

  (2) 

Because the second term is difficult to estimate, it can 
be replaced by the sum of marginal entropies. The 
method used is summarized in Algorithm 1. 

for each round t do 
   for each unlabeled data point  do 
      for each possible class label  do 
         Estimate  
         for each unlabeled data point  do 
            for each possible class label  do 
              Estimate  
            end for 
         end for 
         calculate conditional entropy  
      end for 
      Combine conditional entropies  for   
      into an expected entropy  
   end for 
   Get true label n for   
    and add  to  
end for  

Algorithm 1. Active Learning based on Expected Entropy [8]. 

Naïve Bayes, decision tree, and logistic regression 
models were used as underlying classifiers for this 
method. These classifiers were chosen for their 
consistently strong performance and classification 
accuracy on CASAS data sets [9]. Additionally, naïve 
Bayes and logistic regression were chosen due to 
providing classification probability estimates. In this 
method an initial labeled set was created by randomly 
selecting data samples representing each distinct class. 
Hence an initial batch of five samples corresponding to 
each of five activity classes was utilized.  

This method, unfortunately, gives an unsatisfactory 
O(|C|3 |U|3) complexity, where |C| is the number of 
classes and |U| is the number of unlabeled data points, 
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thus it was attempted only on a smaller Kyoto1 data 
set. 

Forest-based committee of classifiers 
The second sampling technique we consider is based on 
random forests classification method first introduced by 
Breiman [5]. A random forest is a set of decision trees 
created independently from randomly-selected training 
data. These trees are then used to vote on the most 
likely class for each data point. Algorithm 2 shows an 
outline of the procedure used to create a forest. 

Let N be number of trees in the forest 
Let L be size of data 
for each N do 
   create a Bootstrap data from the training data  
   choose L samples with replacement from the data 
   grow a tree from the bootstrap sample: 
      Randomly select a square root number of attributes 
      Use Gini impurity to create decision outcomes 
         (splits) at the nodes from chosen attributes 
end for 

Algorithm 2. Random forest generation procedure 

A data point can then be classified by querying each of 
the N trees for the corresponding class label and 
assigning the data point the most-frequent class among 
the set of outputs. Following the work of Breiman, a 
random forest of 100 trees was used as the committee 
of classifiers.  

To select a data point for labeling, we train a random 
forest on the current set of labeled examples. Each 
unlabeled data point is then presented to the 
committee of trees in the forest. Each tree predicts one 
of the classes for the given sample. A disagreement 
measure (in our case, an entropy measure) is 

calculated from the resulting distribution of classes. By 
using n samples with the top disagreement values, we 
produce a batch of n samples to present to an 
annotator for labeling. It is desirable for the batches to 
contain samples with little mutual information. To 
accomplish this, we utilize a technique that avoids 
repeated data points in the batch. To evaluate the 
performance of this sample selection strategy, we train 
a decision tree classifier on selected and subsequently 
labeled points, and then test it on data points with 
known activity labels from the test set. In other words, 
we note the difference in classification accuracy of a 
decision tree classifier trained on data points picked by 
various selection strategies. This method was evaluated 
on a larger Bosch1 data set. 

Results and analysis 
We evaluate the performance of our alternative active 
activity learning methods. To provide a baseline for 
comparison, we also implement a random sampling 
active learning method which randomly selects a data 
point for the annotator to label. In the performance 
graphs, parentheses indicate the number of trials over 
which the corresponding result is averaged. 

Expected Entropy 
We first evaluate the expected entropy method. Here 
we use recognition accuracy as the performance metric 
and compare the method to the random selector. As 
the results in Figure 1 indicate, the expected entropy 
method showed no advantage over random sampling 
when using naïve Bayes as an underlying classifier. The 
horizontal axis shows the number of points required to 
add to the initial labeled set to achieve the resulting 
accuracy (y axis) of the classifier. Also, to increase 
exploration of the data, an alternating selection 
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method, which iterates between random and active 
learning strategy for each data point, was also tested. 

 

Figure 1. Expected entropy active learning method in 
comparison to random sample selection on the Kyoto1 dataset. 
Rand – Random sampling, AL_NB – the active learning based 
on Naïve Bayes classifier, Alternate – alternating between 
AL_NB and Rand methods.  

The graph in Figure 1 indicates that both random and 
alternating sampling achieve a similar accuracy of 
nearly 95%. However, random sampling outperforms 
both active learning and alternating versions with fewer 
number of samples presented to the classifier. Figure 2 
shows a similar comparison based on a decision tree 
classifier and Figure 3 shows performance of the 
method based on a logistic regression classifier. Table 1 
reports the area under the learning curves for the 
expected Entropy selection method with several choices 
of underlying classifier. 

Investigation of the behavior showed that the method 
often consequently selected several data points that 
belong to the same activity class. This tends to hurt 
performance as the data points in already-sampled 

classes often provide limited additional discriminatory 
power. The lack of diversity hindered the algorithm.  

 

Figure 2. Expected entropy method with decision tree classifier 
on the Kyoto1 data set compared to random selection method. 

 

Figure 3. Results with multinomial logistic regression as an 
underlying classifier on the Kyoto1 dataset. 

Using the logistic regression classifier, it can be seen 
that while the active learning selection strategy is 
inferior to random sampling at an early stage, it 
exceeds the random sampling strategy at a certain 
point. In particular, it took 24 samples (in addition to 5 
from the original training data set) to exceed 94% 
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Rand AL_NB Alternate 

25.69 21.33 24.64 

 

Decision Tree 

Rand TreeCasas 

16.53 15.91 

 

Logistic Regression 

Rand LogRegCasas 

27.67 27.89 

 

Table 1. Areas under the learning 
curves* for Expected Entropy Method 
with ∆x=1 per sample depending on 
underlying classifiers. 

 

* These values are not necessarily an 
indication of success or failure of the 
method as various criteria for success 
can be defined. 
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accuracy for the random selection method, whereas it 
took 10 (+5) samples to exceed 94% accuracy for the 
active learning method. This result may be indicative of 
the success of this method with the Kyoto1 dataset. 

 

 

 

Figure 4. Performance of forest-guided active learning methods 
compared to random selection per number of samples. 

Forest committee of classifiers 
Next, we evaluate the performance of the active 
activity recognition methods based on random forest. 
Figure 4 shows three performance graphs resulting 
from 100 samples per batch (forest), randomly-
selected samples (random) and alternating between 
random and forest on consecutive batches before 

switching to solely forest at 50,000 samples 
(alternate). The value of 50,000 was chosen, since near 
that point the accuracy of forest exceeded that of 
random. 

Random exceeded 86% accuracy at 152,876 samples, 
forest at 94,676, f50 (same as ‘forest’ but with 50 
samples per batch) at 88,076 and alternate at 125,176 
samples. Batches of 50 and 100 samples produce 
similar trends, although both exhibited occasional drops 
and rebounds in classification accuracy during the 
process. Analysis of drops did not offer much insight 
into the reasons, although some drops were likely the 
result of highly biased sampling towards some specific 
class. The alternating version does not produce such 
drops due to mixing in diverse samples.  

Computing and plotting the cumulative difference 
between the accuracy curves (with ∆x=1 per batch) 
resulted in the graphs shown in Figure 5. Two active 
selection methods in relation to the random pick are 
depicted: Straightforward forest-picked and the 
alternating method that switched to forest-picked 
(alternate). 

0 50000 100000 150000 200000
0.7

0.72

0.74

0.76

0.78

0.8

0.82

0.84

0.86

0.88

Training Samples 

Ac
cu

ra
cy

 

forest
random
alternate

475

WORKSHOP: AWARECAST



 

 

 

Figure 5. Progression of cumulative difference in area under 
the accuracy curve for forest and alternate in relation to 
random sampling. Horizontal axis represents a batch number. 

Although the classification accuracy is increasing slower 
for the alternating version than it is for the forest 
committee version at the second half of the data 
points, the area under the accuracy curve is larger 
throughout every batch due to earlier samples not 
being inferior compared to random samples. For 
example, 1000th batch resulted in the area of 811.17 
for the forest method, and 837.04 for the alternate 
method.  

In summary, as evidenced from the performance of this 
method, the inferior performance at the beginning 
cannot be used to imply inferiority of the method at 
least until the convergence is reached. In fact, choosing 
“inferior” samples from the earlier batches may in fact 
be preparation for a success of the method overall. The 
relatively good performance of random sampling across 
the methods could indicate the benefit of exploration of 

data inherent in such selection strategy, which tends to 
diversify selected samples 

Active Learning for Crowd Sourcing 
After choosing the activities for labeling with one of the 
active learning strategies, they may be presented to an 
annotator. When annotators are not familiar with the 
system, a visual depiction of sensor activation 
information can be of big help. A web interface (Fig.6) 
was created in order to allow crowd annotators to label 
the data. The visualization system was based on earlier 
work on activity visualization tools [10,11]. The 
interface was tested by displaying activities to 
Mechanical Turk workers who provided the labels 
according to their interpretation of the sensor 
activations. The workers were shown an introductory 
video of how to use the tool, and offered to accept the 
participation agreement. The workers were then 
presented with a mix of random, active learning-chosen 
and ground truth sequences for labeling. 

 

Figure 6. User interface for crowd sourcing. 
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The activity is displayed on the map of the facility by 
showing activation/deactivation of sensors. For 
example, motion sensors are displayed as circles, and 
activation is displayed by red filled circle in the above 
figure. The users are presented with the sequences and 
are given the opportunity to select the task that they 
think corresponds to the given sequence. Additionally, 
some categories have sub-tasks, thus a person can 
submit either more specific or more general label. Also, 
“Other” category is present for sequences that do not 
belong to any category. User controls allow single-step 
back and forth navigation through the data and replay 
at various speeds. 

Once the user submits the activity, the next sequence 
is presented. A total of 10 sensor activation sequences 
were given to each user, and their individual responses 
were recorded. The raw data is then conditioned and 
displayed via a web page (Fig. 7) to the person 
responsible for deciding whether the Mechanical Turk 
workers should be paid for their job. The left pane 
displays user IDs, the number of matches to the ground 
truth, and the total number of answers that were given. 
The right pane in Figure 7 displays selected user’s 
responses, together with the sequence of sensor data, 
the chosen activity, the ground truth activity, and a 
color indication of whether the ground truth matched 
the user’s response (green) or not (red). 

 

Figure 7. Answers from crowd shown in user-friendly format.  

As above figure illustrates, the selected worker made 
correct choices for three out of four ground truth 
sequences. Answers obtained from workers receiving 
sufficiently high scores (e.g., more than two out of four 
correct answers for the ground truth sequences) can be 
chosen as an input for the classifier.  

It is important in such a system to carefully select 
ground truth data. It should not only be accurate, but 
also fairly easy to interpret. Additionally, a significant 
number of such ground truth data should be present so 
that it is not easy to learn the patterns for malicious 
users. 

As there are multiple parameters that are tunable in 
crowd-sourcing systems and balancing with cost of 
labeling is required, utility measures need to be 
incorporated in the system to strive for optimal results. 
Also, the notion of gradual certainty of the labeler may 
need to be part of the interface and in the models. 
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These features will be considered in further refinements 
of the system.  

Conclusions and Future work  
The current work investigated applicability of two basic 
active learning methods to CASAS smart home 
datasets. Expected entropy (based on logistic 
regression) and committee of classifiers (based on 
random forests) active learning methods yielded 
encouraging results. 

Increasing variance in selected samples could be one of 
the goals in subsequent modifications for the 
algorithms. Incorporating semi-supervised techniques 
could also aid these methods without adding significant 
cost. 

A crowd sourcing application has been created for 
convenient labeling of data.  Although the concept has 
been tested with Mechanical Turk workers, some 
aspects need further refinement. It is important to 
accurately define the criterion for success of an active 
learning method depending on the task at hand. 
Ideally, the active learning algorithm should be an 
adaptive system dependent on labeler cost, complexity 
of the algorithm and desired performance measure.  
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