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Abstract
This paper presents an end-to-end assistive EyeWear
prototype aimed at Vision Impaired users. The prototype
uses computer vision to detect objects on planar surfaces
and sonifies their 3D locations using spatial audio. The
prototype system is novel in that the wearable component
and real-time operation of the system allows the user to
interactively affect the audio feedback by actively and
intuitively moving a headworn sensor. User trials were
conducted on 12 blindfolded subjects who were tasked to
perform an object localisation and placement task using
our system. Quantitative trial results and qualitative user
feedback suggest that the prototype has potential as a
real world assistive device.
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Paper Objective
This paper is written and submitted to the ISWC 2014
Doctoral School with the intention of gaining feedback
from members of the research community regarding the
research direction taken and presented here. The author
also hopes for the opportunity to meet researchers in the
field of wearable computing and to discuss ideas for future
research.

Introduction
Figure 1: Our prototype
headworn visual aid.

While traditional visual aids such as white canes and
guide dogs have been and are still popular among Visually
Impaired (VI) people, discussions between the authors and
VI technology users revealed many tasks that were
difficult or impossible to perform using such aids. This
paper presents a prototype EyeWear (headworn) system
that assists with one of the most commonly mentioned
task: Localising specific objects of interest amidst clutter
on a table top without using the sense of touch. Note
that using the sense of touch is possible but may not be
suitable for finding objects on a table as one usually
cannot sweep an aid or hand across an unknown area
without risking damage or injury. This problem of
searching for objects on a table can be further generalised
to include objects that rest on other planar surfaces such
as the floor, walls, and other large furniture. There are
also other scenarios where traditional aids do not help, for
example in identifying semantic information such as
colour.

Our prototype system is shown in Figure 1. Colour and
depth images from the RGB-D sensor are used to detect
3D planes and objects. 3D object locations are then
converted into 3D sounds (spatial audio), which are
output to the user via stereo headphones. The entire
system operates in real time, allowing the user to perceive

rapidly updated spatial audio cues while interacting with
the environment.

The presented work contributes to the literature as
follows:

• Our system provides spatial audio that interacts
with the user’s movements in real time ( 15Hz) and
is not constrained by the assumption of a static
environment. This is in contrast to travel aids that
rely on geolocation sensors [14] and do not provide
real time interactive audio at high update rates.

• Recent evidence suggest that head movement
improves spatial audio localisation [2]. Our system
allows head and body movement without the need
for additional tracking equipment as the frame of
reference is attached to the headworn sensor and
moves with the user. This differs from interactive
sonification systems, such as Acoumotion [8], that
require the use of external positional trackers.

• We performed user trials to measure
human-in-the-loop object localisation accuracy in a
quantitative manner. To the best of our knowledge,
quantitative studies of localisation accuracy were
not conducted for similar wearable assistive systems
such as [7].

• Our user trials measured near-field (< 1m) spatial
audio localisation, which relies on different
perceptual cues [5] from far-field audio commonly
used in ETA navigation systems.

• Our system combines a headworn active RGB-D
sensor and robust computer vision algorithms to
sense and model the environment in 3D. This differs
from assistive systems that only offer 2D visual
recognition [9] or use stereo vision cameras that
require reliable scene lighting [7, 4].
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System Prototype

Figure 2: A typical user trial.

Figure 3: Image taken from a
user’s viewpoint. The fine visual
grid on the table surface is used
by the experimenter to place the
marker at a known ground truth
location and to measure the
location of pointer placement.

The prototype hardware shown in Figure 1 was
constructed using readily available low cost consumer
products. A PrimeSense Carmine 1.09 near-range RGB-D
sensor was mounted in a modified ski mask. Spatial audio
is output using a standard pair of stereo headphones. We
also designed and implemented the software running on
our system. The software was written in C++ and runs
under Ubuntu 12.04. We use the OpenNI 1.5.4 library to
interface with the RGB-D sensor and OpenCV 2.4 to
facilitate some of the image processing operations. All
computation is performed on an Intel i7 2.93GHz
processor and runs at about 15Hz in our user trials
(mainly limited by computer vision processing). The
average latency between image capture and audio
feedback to the user is 75ms.

Figure 4: Overview of System Software.

Figure 4 provides a brief overview of the system’s
software. Since the structure of most man made
environments consists of planar surfaces, we detect planes
as a convenient way to model the environment. As with
[12], planar surfaces are detected by fitting plane models
to the depth data from the RGB-D sensor using RANSAC
[6]. The plane located nearest to the user and exceeding a
minimal number of inliers is then selected as the plane of
interest and represents the search space for objects.

Depth pixels above the plane of interest are identified by
projecting each depth pixel along the plane’s normal.
Projected depth pixels that intersect the plane are
considered to be located above the plane and are
subsequently clustered as objects based on their spatial
proximity to each other. Finally, the 3D locations of the
centroid of detected objects are sonified using spatial
audio, with the audio optionally carrying semantic
information such as the colour of an object.

User Trials
User trials were performed to measure how accurately
users are able to localise and reach for objects on a table
using only the spatial audio cues provided by our system.
Figure 2 shows a typical user trial. During a user trial, our
system sonifies the centroid of the red Marker (5 x 5cm)
as 3D audio. The user’s goal is to place the Pointer object
as accurately as possible on to the red marker. We chose
to use a flat marker in place of a real world object as it
allows the user to indicate the perceived location directly
via pointer placement.The user is blindfolded and is
allowed to freely move their head, torso and arms while
staying in a seated position during the trial. A tactile
notch on the table is provided to the user as a global
frame of reference.

Figures 3 and 5 describe how user accuracy is measured
during a trial. Measurements are performed with the help
of a fine grained visual grid placed on the table surface.
The grid allows the experimenter to put markers
systematically at known locations and also measure the
pointer placement errors accurately and precisely. With P
as the pointer location and M as the marker location, we
define S as the displacement between the ground truth
marker location and the user’s pointer placement
(perceived object location). Sx and Sy are the x and y
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components of the displacement according to the axes
defined in Figure 5.

Figure 5: Measurement of
pointer placement error during a
trial. ED is a scalar distance.

Sx = Px −Mx Sy = Py −My (1)

The pointer placement error measurement is defined as

ED =

√
Sx

2 + Sy
2 (2)

Trial Procedure
A total of 12 volunteers, herein referred to as users,
participated in the user trials (9 males, 3 females; mean
age of 26.3 years). Each user performs 20 trials. Each
trial is performed using a different marker location
(Mx,My), chosen randomly in a non-repeating manner
from Figure 6. This results in each user attempting all 20
marker locations in a randomized order. Users are not
informed about any aspect of the experimental design,
including how marker locations are selected or that there
will be 20 trials in total.

Figure 6: Possible marker
locations during user trials. All
coordinates are in centimetres.

Each trial begins with the experimenter placing the marker
onto the table. The system is then activated – repeated
spatial audio beeps are played to the user indicating the
marker location. The user then attempts to place the
pointer onto the perceived marker location in a single
attempt using their dominant hand. The user is allowed
to move their head and torso freely during this process.
Upon placement of the pointer, the experimenter then
guides the user’s hand to the true marker location. This
serves as performance feedback to the blindfolded user.

Trials Results
The user trials produced 240 data points in total from
having 12 users each conduct 20 trials. Each data point

contains the marker location (Mx,My), placement error
(Sx, Sy, ED) and the time taken for the trial. The mean
pointer placement error, ED, for all trials is 9.2cm with a
standard deviation of 5.7cm. Each trial took an average
of 20.2 seconds to complete with a standard deviation of
9.7 seconds. This level of performance on users with little
training suggests that our system is able to provide a
useful level of object localisation assistance but may not
allow very accurate ballistic grasping.

Between-user variability, defined as the variation in
performance between users, gives insight into how
different users perform using our system. Applying
ANOVA with users as separate groups (12 groups, 20 data
points per group), we found significant variation in
pointer placement error (ED) between users
(F (11, 228) = 2.560, P = 0.005) and also time taken
between users (F (11, 228) = 23.17, P < 0.001).

On the other hand, Between-location variability is defined
as the variation in performance for all users across
different marker locations. Figure 7 shows pointer
displacement (Sx and Sy) against marker location.
Qualitative trends can be seen in both plots, indicating
that marker locations do affect user performance. These
observations are quantitatively verified by applying
multiple linear regression to our data. We found that Mx

is a significant predictor for Sx, with the regression model
being Sx = −0.188Mx + 1.842 (R2 = 0.18). Both Mx

and My are found to be good predictors for Sy with the
regression model being
Sy = −0.094Mx − 0.370My + 6.850 (R2 = 0.28).

The significant differences in performance found between
users and placement error trends seen between locations
suggest that users and sound source location are
important factors to take into consideration in the design
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of future user trials.

(a) Mean Sx by marker location

(b) Mean Sy by marker location

Figure 7: Sx and Sy by marker
location across all users. All
measurements in centimetres.
Best seen with colour.

Work In Progress
Most audio based assistive device, including the examples
cited in this paper, employ the use of only a single stream
of audio to communicate feedback to the user. There
commonly exists situations in which an assistive device
needs to convey multiple pieces of information to the user
at a point in time. An example would be the sonification
of detected doorways and signage in a complex indoor
environment [13]. In such situations, most systems have
been designed to either serially sonify the relevant
information [11] or apply arbitrary rules and simple
semantics to decide which information to convey to the
user and which to discard [10]. Such a communication
process is often slow and inefficient, especially in the real
time, real world context of interactive assistive devices.

Current work in progress explores the feasibility of using
multi-stream spatial audio, i.e. the parallel sonification of
spatial locations, in the context of a wearable and
interactive visual aid. We take such an approach in an
attempt to overcome the time constraints of serial
sonification. We also aim to provide the user with the
choice of paying selective attention to particular audio
channels of interest at any time (while ignoring others)
without artificial constraints imposed by the system. The
ability of humans to pay selective attention has been
demonstrated in research relating to the Cocktail Party
Effect [1, 3].

Our experiments, similar in methodology to that presented
in this paper, measure user performance while interacting
with multi-stream spatial audio provided by our system
prototype. Users are tasked to perform spatial localisation
on a target sound while in the presence of additional

background or spatially localised distractor sounds in an
attempt to mimic complex audio environments in real
world or augmented auditory environments.

Results suggest that user accuracy was not affected by the
presence of an additional distractor sound. User responses
were mixed when asked if using multi-stream spatial audio
had an effect on their performance. Most users had no
difficulty ignoring the distractor sound. However, many
users also felt that the audio feedback could be improved
through careful choice of sounds and their characteristics
(pitch, duration, etc.).
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