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Abstract
Device Analyzer is an Android app designed to collect user
interaction data from smartphones. Over 18,000 study
participants from around the world have run the app and
provided us with usage statistics. Many study participants
have allowed us to share their data with other researchers.
This allows our community to research hypotheses or
validate findings from other studies. We ran the 2014
Ubicomp Programming Competition to encourage the use
of Device Analyzer data, and over 170 researchers around
the world entered. The following papers were selected to
be presented at the competition workshop. In this paper
we provide background information for readers of these
papers and share our experiences with others who might
be considering sharing research datasets with the
community. We describe how we ran the contest, provide
a general overview of the responses and discuss the
challenges that we encountered.
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Introduction
This collection of papers were submitted to the 2014
Ubicomp Programming Competition and presented at a
workshop at Ubicomp in September 2014.

Entries for this year’s UbiComp competition were based
on data from the Device Analyzer [2] project. Device
Analyzer is an Android app which is available on the
Google Play store and collects usage statistics from
smartphones. The project has over 100 billion records of
Android smartphone usage from over 18,000 devices
across the globe.

The app records a wide variety of usage data, including
information on other apps running on the handset, the
quantity of data transmitted and received, statistical data
about the air interfaces, power management information,
handset location, call duration and text message
metadata. A complete list of the data collected is
available online [1].

Many of the study participants who have contributed data
to the Device Analyzer project have agreed to share much
of their data, and in this competition we invited
researchers from around the world to put this data to
good use. Competitors were asked to produce novel
research contributions using Device Analyzer data by
demonstrating a new idea; assessing the feasibility of a
new line or research; or evaluating a previous research
result.

Device Analyzer
Many ubiquitous computing projects make use of
real-world trials to understand how research ideas work in
the real world. Running these trials is difficult and
expensive due to the challenges of recruiting a suitable
number of participants and running the trial for long

enough to overcome novelty effects in the participants.

The Device Analyzer project is attempting to address this
issue in the context of Android smartphone usage. We
have been collecting handset usage data for approximately
four years with the intention of sharing this data set with
other researchers. So far we have data from around
18,000 participants around the world and more than 300
participants who have contributed more than a year’s
worth of data.

We were initially surprised that there were no publicly
available datasets to meet this need. However, with
hindsight we observe a number of possible explanations.
Ethically one must inform participants of the purpose of
the data collection from the outset. This means that any
collection project must have this aim in mind from the
start. There is also little motivation for researchers to
undertake this activity—our own attempts to publish a
paper describing the dataset and its general availability
were rejected from many venues (including previous
Ubicomp conferences). We are very grateful to the chairs
of Ubicomp 2014 for supporting us in running this
competition which has provided an alternative mechanism
for publicising the data to researchers in the field.

Competition process
We structured the programming competition into five
phases. The competition was launched in March 2014 and
competitors had four months to undertake their analysis
with paper submissions due at the end of June.

• Phase one competitors were given access to some
sample data from the dataset after providing a short
description of their idea. The sample data covered
five study participants from the dataset.

• Phase two competitors were given access to the
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full dataset. For this we required a detailed proposal
for their use of the data based on their experience
with the sample dataset and a properly executed
licence agreement between their institution and
ours. The agreement protects the anonymity of the
study participants in the dataset. Commercial or
academic use of the dataset was permitted.

• Phase three competitors were invited to submit a
short paper describing the analysis undertaken and
the process followed.

• Phase four we reviewed these submissions for
inclusion in the competition and workshop
proceedings. Our criteria were to look for well
motivated and well explained studies which had
been executed appropriately.

• Phase five the competition itself involved the
presentation of the selected studies from which we
selected the winning entry.

When we launched the Device Analyzer project we
designed the app to remove direct personal identifiers by
processing the data on the handset itself, and, as stated
to our study participants, it was our intention to make the
subsequent dataset publicly available on our website. Two
data items were exceptions to this general rule: location
data and the names of running applications, since we felt
these were likely to contain sensitive information.
Therefore study participants had to further explicitly agree
to release these items publicly.

In the end, rather than make the dataset available for
direct download, we decided to offer our study
participants additional protection in the form of a legal
agreement between the competitors and us: the
agreement required the competitors did not attempt to
determine the identities of any of the study participants or

share the data with others. As a result of this change in
approach, the five study participants selected for phase
one were carefully chosen because we were able to contact
them and gain their consent for publishing their data more
broadly than we chose to do for the remaining study
participants.

Overview of submissions
There is significant demand for datasets such as this
within the community. Even within the restricted scope
and timescales of the competition we received 174
acceptable proposals in phase one of the competition. A
total of 41 researchers went on to phase two and provided
a full proposal and arranged for their institution to sign
our license agreement. We then received 22 paper
submissions from which we selected 8 for the competition
workshop itself.

At the start of the competition we encouraged
competitors to consider projects either demonstrating a
new idea; assessing the feasibility of a new line of research;
or evaluating a previous research result. The majority of
the submissions focused on new ideas but we were pleased
to see a couple of authors taking the time to compare
their results with similar studies already published. We
believe that this activity should be encouraged.

Both the submitted and published papers covered a wide
range of research areas. There were contributions which
explored our understanding of user context, data transfers
between mobile devices and the cloud, application
interaction, messaging, battery usage, the characteristics
of wifi, and more.
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Challenges
Ground-truth information
Device Analyzer is only able to collect information about
the actions a user takes with the phone handset and so
the dataset necessarily lacks information about the user’s
true context at any point in time. We saw many proposals
attempting to infer some aspect of real-world behaviour
from handset data. This is difficult to justify
experimentally since there is no ground truth data in the
dataset with which to evaluate the approach. The Device
Analyzer dataset is best suited to either asking questions
about the way smartphones are used, or for looking at the
wide-scale implications on user behaviour from previous
small-scale studies where ground truth is available.

Documentation shortcomings
We provided sample data and a complete list of the
information collected by Device Analyzer. However, in
many cases this turned out to be insufficient and there
were many questions requesting the precise details of data
collection. Much confusion stemmed from missing values
which in our experience arise due to the handsets
themselves behaving in an unusual way. The huge variety
of devices in use means that there are many deviations in
behaviour and many failure modes—this is probably an
inescapable reality in data collection at this scale. It is not
clear to us whether the documentation problem could
have been solved by releasing the source code of the
application. The Device Analyzer project runs to tens of
thousands of lines of code and as such does not lend itself
to quick inspection and we are hesitant to release the
source code since, with minor modifications, it can be
relatively easily turned into an invasive spy tool.

Lack of institutional support
A small number of researchers seemed to be lacking
support from their institutions. There were issues such as
insufficient storage space and slow network connections.
A number of researchers seemed to have limited network
connectivity and were only able to access the Internet
through an HTTP proxy. This interacted poorly with our
system which enforced the use of HTTPS. Despite
excellent connectivity at our own university some overseas
competitors reported exceedingly slow download speeds.
We have not had time to investigate this but believe that
the probable cause is the peering arrangements on the
routes between institutions. Obviously the use of a
Content Distribution Network (CDN) would alleviate this
issue but this would have further increased our costs and
introduce additional work to ensure data confidentiality
and integrity.

Difficulties with the license agreement
The license agreement is a legal agreement and as such
needed to be signed by an authorised signatory of the
researcher’s institution. However, many competitors
seemed unaware of how to find such a person within their
institution and would quite happily have signed the
agreement personally had we not insisted otherwise.
Negotiating, executing and exchanging the license
agreement by post took about 7 days on average but
considerably longer in some cases.

Ethical approval
Device Analyzer has been through a thorough ethical
review process within our university and we have done our
best to inform and protect the study participants. Notably,
only one competitor in the competition asked to see a
copy of our ethics documentation. We wonder whether
there is still a lack of awareness within the community
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concerning ethical issues. One step towards addressing
this would be to require ethical approval information to be
provided when submitting a paper for review.

Location data and application names
We decided that location data and the names of running
applications were particularly sensitive data items and
therefore we required study participants to explicitly
opt-in to share this data with other researchers. Needless
to say this means that very few study participants have
done this. As a mitigating step we offered to run
processing code locally on our cluster and return the
aggregated results to the competition entrant. This
introduced a noticeable overhead on us since it meant
carefully reviewing the provided code to make sure that
sensitive data was not being exposed and also diverting
time from our compute cluster to execute it. Around 10
of the original proposals fell into this category, although
only two actually proceeded to sending us code to run.

Future access to the dataset
Whilst the researchers in this competition were the first
provided with access to data from Device Analyzer, we
hope they are not the last. We now have an established
procedure for providing researchers around the world with
access to our archive. Please do get in touch if you think
your research work could benefit from access to data from
the Device Analyzer project.

Conclusion
Our aim with the Device Analyzer project was to ensure
our community is more data driven, by making it easier to
collect data from a large and diverse pool of ubiquitous
devices. There are huge challenges involved in collecting
data. These are not just technical: there are also difficult
ethical questions which we needed to answer and resolve.

By undertaking this, our aim was to make it easier to
answer research questions, and with larger sample sizes.

We were very pleased with the number of researchers who
have responded so far and taken a copy of the data. We
will continue to collect data with Device Analyzer and will
make new releases of the dataset available in future.
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